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Summary

This document discusses the need for an operator-run, directory service for the ENUM namespace, and proposes the Internet Registry Information System (IRIS) protocol now being adopted by the Internet’s forward DNS registry system.

The Need for Databases in Classic Telephony

Service providers within North American have been required to maintain authoritative databases linked to E.164 numbers. Many of these are traditional ‘White Page’ data of who is the underlying subscriber to a telephony service; however other databases maintain vital routing information necessary for the proper and efficient function of the North American Intelligent Network. The deployment of ENUM in the United States and North America will require similar databases to exist.

The Size and Shape of ENUM

As the world begins to adopt ENUM (RFC 3761) in places where traditional telephony has not taken hold and in places where traditional telephony is being replaced, important questions need to be asked regarding the size, shape, and composition of the operators and registrars of ENUM and how they will manage their interactions to provide a scalable, robust, and dependable infrastructure.
One factor enabling a scalable, robust, and dependable infrastructure is proper collaboration, openness, and accountability among the various operators, registrars, and other actors within the community achieved through an open, accountable directory service.  During the early years of the Internet, this was achieved using a simple protocol known as Nicname / Whois (known simply by the term “Whois” today).  Today’s Internet is different from the Internet of 10 years past and much different from the Internet of 20 years past. Typically the WHOIS service has been deployed and maintained by registrars and registries of domain names as well as the Regional Internet Registries (RIR’s) responsible for the issuance of IP addresses to network service providers and enterprises.

Problems can arise in any complex interconnected network and to resolve these problems some form of Contact-Info database is necessary.  

What could go wrong?

A. NAPTR records could be malformed

B. SOA records broken

C. Anti-SPIT- SPAM over VoIP

D. Mistyped data entries)

E. Servers or Proxy off line

To bring back parity within the structure of the Internet, the Internet Engineering Task Force (IETF) chartered the Cross-Registry Internet Service Protocol (CRISP) Working Group.  The intent is to replace the aging Nicname/Whois protocol with the Internet Registry Information Service (IRIS) protocol (now published as RFC 3981, RFC 3982, and RFC 3983).

Contact Information

The original purpose of the Nicname/Whois protocol was to serve as a white-pages service among a small group of trusted engineers for the purpose of quick resolution interconnection problems and track down possible abuses. If, for instance a server within the VERISIGN.COM domain was unavailable it was possible to do a look up into the WHOIS for technical contact data in order to alert a network administrator of the problem.  In addition if a domain name was unavailable it was possible to ascertain useful technical contact and registration data based solely on the Ipv4 address using a procedure known as a reverse IP address look up in the domain in-addr.arpa  

While this is still a legitimate and valuable use case for an infrastructure directory service, it is no longer the sole purpose.  RFC 3707 lists the following types of users: Internet resource registrants, service providers and network operators, intellectual property holders, law enforcement, certificate (accreditation and reputation) authorities, DNS users, and abusive users.

As the number of end users for this type of directory service has increased, so have the types of data associated with federated Internet resources.  The combined list of contact types from RFC 3982 and draft-ietf-crisp-iris-areg-10.txt consists of 8 defined types: the registrant, billing contacts, technical contacts, administrative contacts, legal contacts, zone contacts, abuse contacts, and security contacts.

As with IP addresses in the Regional Internet Registries (RIRs), ENUMs have additional meta-data related to the technical aspects of network operation.  Within the data stores of RIRs, IP addresses are associated with IP networks and Autonomous Systems (AS), both having additional parentage relationships with other IP networks and AS’s.  Similarly, each ENUM can be logically associated with multiple types of carriers: data, signal, traditional voice, and line.

Background on Whois

The term "Whois" is overloaded and has different meanings in different contexts.  On the Internet, the term "Whois" is often taken to mean the meta-data about a registered resource, most often a domain name.  This generalization of the term has its roots in the protocol originally specified by RFC 812, titled "Nicname/Whois".

The original intent of this protocol was to describe a centralized database running at the Network Information Center (NIC).  At the time of this development, the Internet was a much different type of network than it is today.  In those days, the Internet was a connection of heterogeneous networks glued together by the Internet.  Administrators of the Internet nodes were all trusted, and the NIC was a central administration point of the Internet.

This is a much different picture than the Internet of today.  Today, the Internet is mostly a homogeneous network of networks running Internet Protocol version 4 (IPv4).  The trust model of today's Internet is much different from that of the Internet 22 years ago when RFC 812 was written.  To show the contrast, the centralized NIC described in RFC 812 (SRI-NIC) no longer exists.  Additionally, RFC 812 describes the network protocol as the Network Control Program (NCP) instead of IPv4.

Therefore, it is no wonder that the Nicname/Whois protocol no longer serves the Internet in a manner befitting current needs.  It is not that this protocol was poorly designed, but that the needs of the Internet have grown beyond anything that could have been foreseen 22 years ago.

Problems Solved by IRIS

When starting a "Whois" search, it is often not clear which server to send the search query.  Without constantly updating and distributing lists of search servers, it is unclear that queries for .se go to nic.se and queries for .org go to whois.pir.org.  IRIS solves this problem by standardizing a common navigation scheme.  Under this scheme, servers for .se advertise in the .se domain the location of the server where queries may be sent.

Some of the Top Level Domains (TLDs) have split registry/registrar models where some of the data resides at the registry and some of the data resides at the registrar.  IRIS solves this problem be defining query distribution and differentiating between statements about the existence of data vs. the need to continue searching at another location.

IRIS also solves many privacy concerns associated with "Whois" data by offering authentication mechanisms.  This allows policy based on tiered access.  With current the Nicname/Whois protocol, there is no authentication and therefore all information is public (because 22 years ago, everybody was trusted).

Finally, IRIS defines well known queries and structured results based on XML.  This gives more power to the clients and off-loads processing from the servers (thus pushing processing to the edge of the network where it is more affordable).  With structured data, clients have a much better ability to deal with internationalization issues.  Additionally, IRIS clients can present the data in a much more customized manner (Pimmit is an example of one such client).

The Design of IRIS

The IRIS protocol itself is layered upon other Internet protocol building blocks and is not a from-the-ground-up protocol.  It uses XML as its data representation language.  For authentication, it defers to SASL, and for transport of data it uses BEEP.  This layering and re-use of common building blocks gives IRIS significant room for future extensibility.

The IRIS data model is also designed to be non-intrusive on the databases of existing Internet registries, thus allowing an IRIS server to simply be layered atop a current database.  IRIS is also unencumbered by any intellectual property claims and is a completely open standard

General IRIS Requirements

1. Mining Prevention: providing some technical means to guard against massive mining of the information base

2. Minimal Technical Reinvention: reuse existing technologies to promote standing up of a service and create client software that will use it

3. Standard and Extensible Schemas

4. Level of access: not all data need be equally accessible by all users of the service

5. Client processing: facilitating the creation of client software that can automatically extract relevant details from the services responses

6. Optional Decentralization: the protocol must not require that all data be aggregated in some central repository in order to provide service

7. Authentication Distribution: the protocol itself must not require individual service operators to participate in a single standard authentication system

8. Lookups: the protocol must allow a nameserver lookup given a fully qualified host name or IP address of a name server

9. Searches: the protocol must allow searches by either exact name or partial name match with the ability to narrow the search to registrants to a particular FQDN.

10. Result Set Limits: the protocol must include provisions for allowing a server operator to express a client search limit

11. Internationalization 

IRIS is policy neutral

a. Access can be anonymous and or authenticated

b. Data can be given to some users and/or not to others

c. Trust can be based locally regionally, globally or all of the above

d. Information can be centralized distributed or centrally indexed but distributed or all of the above

IRIS uses modern Authentication and Authorizations methods

a. Authentication: passwords, one time passwords, digital certificates, references

b. Authorization: user based, sequence based, chain based, attribute based, time based, refer based.

The IETF ENUM IRIS proposal:
In recognition that there is both a need and potentially a requirement for authoritative databases associated with E.164 numbers in the context of various national implementations the IETF ENUM working group is currently developing a version of the IRIS protocol specifically for ENUM national administrations.


http://www.ietf.org/internet-drafts/draft-ietf-enum-iris-ereg-00.txt


In the opinion of the authors, the current draft meets and or exceeds known requirements ENUM national administrations may have for authoritative databases and is easily extensible should other data fields are required.

It is anticipated that this document will be further revised in the immediate future and be approved as an IETF Standards Track document by the ENUM WG in 2005.

The Thick Registry Model

Historically there have been two models for database maintenance and control over information related to domain name and or IP address registrations.  The first model is known as the thin model where the authoritative database of information on registrants is maintained by the registrar. Links are then maintained by the TLD central registry operator to the location of the data among a distributed set of registrars. This was the model used in the early days of .COM, .NET and .ORG domain name registrations. With the advent of ICANN oversight of the domain name registration system the model moved to one referred to as the “thick model” where the TLD registry operator maintained the authoritative database on behalf of all registrars.  There were several practical as well as business reasons for mandating this shift of responsibilities.  

Internet Registries created since the first gTLDs (dot com, net and org) have adopted the thick registry model. 

The benefit of the thick registry model is that transfers of domain names between registrars can be affected without the cooperation of the losing registrar thus facilitating a level playing field among competitive registrars. The registry has all the information on the registrant sufficient to complete the transfer. Registrars tend to dislike the thick registry model because the registry could deals with the registrant directly at some point in the information validation process, and registrars generally prefer control of customer relationship data. At the same time they appreciate the efficiency of the transfer process. Transfers of a domain name among registrars are a frequent occurrence. 

Conclusion
It is therefore recommended to the US ENUM LLC that:

1. There be a requirement of the US ENUM Tier 1B operator to maintain a authoritative database of Contact Info about any ENUM registration in the United States

2. That the authoritative Contact-Info data base be based on IRIS EREG technology as defined by the IETF ENUM Working group ( work in progress)

3. The Contact Info database adopt a “thick” registry model and the costs of maintaining such a thick registry be factored into whatever pricing structure negotiated between the LLC and the proposed US Tier 1B operator.

Further information on IRIS

http://iris.verisignlabs.com/blojsom/blog/iris/
IETF CRISP Working Group

http://www.ietf.org/html.charters/crisp-charter.html

